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Abstract

Sweeping moving objects has become one of the basic geometric operations used in engineering design, analysis and
physical simulation. Despite their relevance, computing the boundary of the set swept by a non-polyhedral moving
object is largely an open problem due to well known theoretical and computational difficulties of the envelopes.

We have recently introduced a generic point membership classification (PMC) test for general solid sweeping. Im-
portantly, this PMC test provides complete geometric information about the set swept by the moving object, including
the ability to compute the self-intersections of the sweep itself. In this paper, we compare two recursive strategies for
sampling points of the space in which the object moves, and show that the sampling based on a fast marching cubes
algorithm possesses the best combination of features in terms of performance and accuracy for the boundary evaluation
of general sweeps. Furthermore, we show that the PMC test can be used as the foundation of a generic sweep boundary
evaluator in conjunction with efficient space sampling strategies for solids of arbitrary complexity undergoing affine
motions.
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1. Introduction

Solid sweeping is an essential concept in many applica-
tions involving moving shapes, including motion planning,
collision detection, ergonomics, robot workspace analysis
and NC machining, and it is considered to be one of the
fundamental solid representation schemes in solid mod-
eling [1]. The swept volume is defined as the subset of
space occupied by a moving object (i.e., the generator)
as it moves in that space. It is well known that the swept
volume is bounded by a subset of the envelopes to the fam-
ily of shapes formed by the generator during the motion,
and that points of these envelopes are solutions to specific
differential equations [2]. The mathematical foundations
of envelopes clearly imply that computing the sweep of a
moving set of points1 in space is, in its most general form,
a hard problem. Despite the fact that these foundations
seem to be well understood, the validity and computa-
tional properties of the envelopes (and, as a result, those
of sweeps) are not. Consequently, since these envelopes
can not be generated in closed form for any case of reason-
able complexity, a variety of algorithms focus on restricted
classes of shapes and motions for which envelope surfaces
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(or certain approximations) can be computed, as discussed
in section 1.1.

The typical approaches to computing the boundary of
the set swept by a moving solid shape follow a procedure
that is similar to the usual “generate and test” boundary
evaluation [3]. The first step focuses on generating the can-
didate surfaces bounding the swept set. This is a difficult
undertaking for arbitrary shapes and motions since the
envelopes are generated by the so-called “grazing points”,
which are the boundary points of the generator that are
tangent to the envelopes at a given configuration during
the motion. The difficulties come from the fact that the
geometry and topology of the set of grazing points change
during the motion as discussed below. Nevertheless, a suc-
cessful generation of candidate surfaces must be followed
by a trimming step in which the candidate surfaces are in-
tersected to produce a set of candidate faces. These faces
are then evaluated against the boundary of the sweep, and
those candidate faces that do not belong to the boundary
are eliminated. Note that such an evaluation requires a
point membership classification (PMC) test2, but a generic
PMC test for solid sweeps did not exist until recently.

In [4] we introduced the first generic PMC test for
sweeping solids of arbitrary complexity moving according

2For a given geometric representation, the PMC test provides the
ability to classify a point against a point set X as “in”, “on” or “out”
of X. Such a PMC test provides complete geometric information
about set X in the sense that any geometric property of X can, in
principle, be computed [1].
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to a one-parameter affine motion. This test, whose main
features are summarized in section 2, provides a mech-
anism to classify any point of the space against the set
swept by a moving solid generator, including those points
that are “on” the boundary of the sweep, or points of the
internal envelopes that are not part of the sweep boundary.
Importantly, this PMC test relies on curve-solid intersec-
tions against the stationary generator, can be implemented
in any geometric representation that supports curve-solid
(or curve-surface) intersections, and is well-suited to hard-
ware accelerated computations as well as parallelization
(see [5] for example). Moreover, our test defines a de-
composition of space that is finer than the typical ternary
decomposition of the usual PMC test for r-sets [6], which
can provide solutions to a host of other applications where
sweeps play a critical role, such as contact analysis [7].

This paper is based on the premise that the PMC test
described in [4] can be used in conjunction with efficient
space sampling algorithms to perform boundary evaluation
of sets swept by arbitrarily complex moving solid gener-
ators. Importantly, such an approach relies on: (1) effi-
cient sampling algorithms, and (2) on robust curve-solid
or curve-surface intersection algorithms extensively stud-
ied in the literature [8], and available in all geometric mod-
eling kernels. Therefore, the class of problems that can be
addressed by the proposed sampling-based sweep bound-
ary evaluation is significantly larger than the current state
of the art discussed below, and includes both rigid and
possibly deformable complex solid geometry.

1.1. Prior Work

Sweep Boundary Evaluation

Many approaches to compute the boundary of swept
volumes have been published in the literature, and a good
review appears in [9]. Most of these approaches rely on
simplifying assumptions on the geometry and motion of
the generator in order to manage the difficulties mentioned
above, which, in turn, limits the class of sweeps that they
can handle. For example, most algorithms either restrict
the type of the moving object to be polyhedral [10]; use
simple translations, rotations, or screw motions and do
not allow motions that produce self-intersections in the
boundary of the sweep [11]; approximate the set swept by
the moving object by a discrete union of instances of the
object sampled along the motion (see [12] for a discus-
sion); or use rendering methods to compute the image of
the sweep without computing the complete representation
of the sweep [13]. While some of these methods are rela-
tively fast, they can handle only a subclass of problems of
practical interest.

The SDE (Sweep Differential Equation) approach ini-
tially proposed in [14] and subsequently extended in [15],
identifies the sweep with a first-order (linear) ordinary dif-
ferential equation. The advantage of the SDE approach
is that one can compute the grazing points only once at
the initial position of the object, and the evolution of the

grazing points is dictated by the accompanying differential
equation, which must be solved numerically. One impor-
tant limitation of this approach comes from the fact that
it requires the moving solid to be represented implicitly,
which means that other solid representations must first be
implicitized. This, however, is a non-trivial step [16].

Discrete grazing points are computed at discrete (sam-
pled) time intervals in [17] following a generate and test
procedure that results in a set of points that are on the
boundary of the sweep. This point cloud is input into a
standard surface reconstruction procedure to construct the
boundary surfaces of the sweep. In other words, the ap-
proach discussed in [17] discretizes the sweep both in time
and space to obtain an approximation of the set swept by
a moving object. Note that this approach also requires an
implicit representation of the moving object.

It is worth mentioning that the last two methods de-
scribed above address the most general class of problems
among all published approaches to sweep boundary eval-
uation, but they do not provide details about the associ-
ated computational cost. One expects that the efficiency
of boundary evaluation methods would rapidly decrease
with the increase in the complexity of the class of problems
(shapes and motions) being addressed. This is so because
the algorithms that are designed for restricted classes of
problems exploit as many of the properties of the class as
possible to improve computational efficiency.

Space sampling approaches

Among the many sampling methods, brute force (grid-
based) or Monte Carlo based approaches are trivial to im-
plement, but inefficient as sole sampling strategies. There
are many hierarchical data structures that can be used,
in principle, to sample points more efficiently, including
Binary Space Partitions (BSPs) [18], Bounding Volume
Hierarchies (BVHs) and other space decompositions such
as octrees [19], and marching cubes [20, 21, 22] (see also
section 3).

Binary space partitions recursively divide an n dimen-
sional space into (preferably convex) subsets by using hy-
perplanes. The data is stored in a BSP tree, which is es-
sentially a binary tree for which each node has a front and
back leaf. BSP trees are precomputed, can be traversed
in linear time, and are used in many applications such as
rendering, collision detection, and convex decompositions.
BSPs are efficient in obtaining decompositions of known

sets, but we do not know the set swept by the generator a
priori.

A bounding volume hierarchy (BVH) is a tree of bound-
ing volumes3 such that the bounding volumes subdivide
the subset of the space of interest. Due to their efficiency,
BVHs have been adopted in many interactive simulations,
including collision detection algorithms and deformable
body simulations. The so called sphere trees detailed in

3A bounding volume of a set X is any set containing X.
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Figure 1: Spherical approximations can be used to reduce the number of points for which the inverted trajectories are computed and intersected
with the generator.

[23] have been used to construct spherical approximations
of shapes and have the advantage of using a simple, rota-
tionally invariant shape as the primitive. This is appealing
for our problem because spheres have simple implicit rep-
resentations and the set swept by a sphere can, in principle,
be represented implicitly as well. Thus, the PMC against
the set swept by one of the spheres reduces to a simple
function evaluation. If a point is in at least one of these
sets swept by the spheres, then the point is in the union of
these sets, and therefore the point is in the approximation
of the swept set (as illustrated in Figure 1). Consequently,
such a point is a candidate for the PMC outlined in sec-
tion 2. Those points that do not belong to any of the
swept sets can be discarded without further testing. The
quality of the approximation increases with the number
of spheres, but so does the number of required implicit
function evaluations. Moreover, the computational cost of
sampling points in the union of the sphere-swept volumes
(or most other BVHs) is unknown. BVH algorithms tend
to work well as long as the object being approximated is
known.

On the other hand, octree/quadtree decompositions,
which can be considered to be specialized variants of bound-
ing volume hierarchies, only require the ability to perform
a PMC test against the set that they approximate. The
same is true for the marching cubes algorithm [20] and
its variants discussed in more detail in section 3.2. How-
ever, the sampling schemes based on octrees and marching
cubes possess some features that make them appealing as
sampling approaches for performing sweep boundary eval-
uation. Specifically: (1) they are widely used, well un-
derstood, and easy to implement recursive procedures; (2)
they only require an initialization cell (bounding volume
for octrees and initial marching cell for marching cubes)
and a PMC test during recursion; (3) each scheme adapts
differently to the geometry of the set being approximated

so their computational costs are expected to be different
for the same accuracy; and (4) they both have efficient
parallel versions of the corresponding decomposition algo-
rithms.

Surface Reconstruction

The task of converting a given point cloud into surfaces
is known as the surface reconstruction problem. Sam-
pling the space followed by cell classifications (based on
the PMC tests) as proposed in this paper outputs a cloud
of points that are classified as “on” with respect to the
boundary of the sweep or the fold regions generated by the
moving object (see section 2). Consequently, performing
a boundary evaluation of the point cloud requires capable
surface reconstruction algorithms, which is an intense area
of research, but is outside the scope of this paper.

There are many proposed techniques to reconstruct
surfaces from point clouds, and a good review of the ex-
isting approaches can be found in [24]. Some methods
produce a piecewise linear representation of the surface
[20, 25, 26, 27, 28, 29], while others go one step further
and construct piecewise polynomial surfaces [30, 31]. Sub-
division surfaces could be constructed from point clouds
[32, 33, 34], and there are new proposals for surface rep-
resentations based on point-sets (so called “surfels”) [35,
36, 37].

1.2. Scope and Outline

We explore the computational properties of two space
decomposition algorithms, namely octree decomposition
and marching cubes, that we employ as sampling strategies
for performing the boundary evaluation of general solid
sweeps. The performance and accuracy of these algorithms
are benchmarked against a brute force sampling of known
accuracy that visits all the cells of a prescribed grid. In
this paper “accuracy” is used as a measure of closeness of
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the approximation in terms of the number of partial cells
in the decomposition4 – see also section 3. We show that
the sampling based on a fast marching cubes algorithm has
substantially better performance and accuracy character-
istics compared to those of the octree-based sampling for a
similar quality of the approximation (i.e., similar number
of partial cells in the decomposition).

To perform the boundary reconstruction, the sampled
points are classified according to our PMC test summa-
rized in section 2, and segmented into two point clouds:
one for the sweep boundary points, and the other one for
the fold boundary points (or the envelope points that are
interior to the swept set). These clouds are then input into
a standard surface reconstruction algorithm to extract the
envelope surfaces that are either on the boundary of the
sweep or interior to the set swept by the moving set. Note
that the accuracy of the envelope points output by our ap-
proach is controlled by the density of the sampling (can be
arbitrarily small up to machine precision) as well as by the
accuracy of the curve-surface intersection algorithm being
used. In this paper we use a commercial geometric kernel
with known precision and proven robustness of geometric
computations to perform the curve-solid intersections.

The paper is organized as follows. Section 2 summa-
rizes the Point Membership Classification test that is used
by the sampling strategies described in section 3 to identify
envelope points of the sweep. The comparison of four sam-
pling strategies, namely the brute force, octree decompo-
sition and marching cubes with and without coherence, is
discussed in section 4 based on several practical examples
in both 2D and 3D. We conclude in section 5 by summa-
rizing the main findings and the importance of this work.

2. PMC for Sweeping Solids

The approach that we take in this paper is to gener-
ate points in the same space as the moving object, classify
these points according to the Point Membership Classifi-
cation described below, which results in several different
point clouds as explained below. As a proof of concept, we
apply a standard surface reconstruction procedure to the
corresponding point clouds.

Consider a 3D solid, i.e., the generator, moving ac-
cording to a one-parameter affine motion M . A change
in coordinate systems allows us to compute the inverted

motion M̂ that will describe how points of the space move
relative to the generator. The inverted motion M̂(t) is the
inverse of M(t) for every value of t = a. In other words,
each instantaneous transformation M(a) has a unique in-
verse M̂(a) such that x = M̂(a)[M(a)x] for any point x

4The other meaning of “accuracy” sometimes used in geometric
modeling as a synonym of correctness of geometric computations
as well as some of the accompanying computational problems are
explored elsewhere [38] in a more general context.

of the space where motion takes place5. Thus, the trajec-
tory T̂x of an arbitrary point x of the space is the curve
described by x according to the inverted motion M̂ .

It is not difficult to show that the inverted trajectory
T̂x contains all points y of the space that will pass through
the given point x when y is moved according to motion M
[39]. It follows that if the inverted trajectory of a point x
does not intersect the generator in its original (static) con-
figuration, then there are no points of the generator that
will pass through point x of the space, and therefore point
x must be outside of the set swept by the generator. On
the other hand, if the inverted trajectory T̂x intersects or
is tangent to the generator, then all points of intersection
and tangency will pass through x during motion M . The
PMC test introduced in [4] is based on a careful exami-
nation of how this inverted trajectory curve intersects the
generator to decide whether point x is “in” or “on” the set
swept by the generator. Moreover, our test classifies the
“in” points into

• regular interior points;

• fold boundary points that are on the internal en-
velopes or part of ∂S0 or ∂S1; and

• fold points, which are the interior points bounded by
the fold boundary points.

Figure 2 illustrates the different types of points in our
classification. Importantly, our decomposition of space
into “in,” “on,” and “out” points described above is not
only disjoint, but also complete (the union of these sets
must be the universal set W):

PMC(P, sweep(S, M)) =























in, if P is a regular, fold ,
or fold boundary point;

on, if P is a sweep

boundary point;

out, if T̂P ∩ S0 = ∅.
(1)

This PMC test provides the ability to classify every

point of the space relative to the set swept by the (solid)
generator as it moves according to a prescribed motion M .
Moreover, it can be implemented in any geometric repre-
sentation that supports curve-solid intersection, including
all commercial solid modeling kernels. If the solid is given
as a boundary representation, the curve-solid intersection
can be reduced to a curve-surface intersection.

3. Space Sampling and Surface Reconstruction

It is not difficult to see that one can use this PMC
in conjunction with appropriate sampling algorithms to

5If M(t) is given as a 4×4 matrix A(t) in homogenous coordinates,

the inverted motion M̂(t) is given by the inverse of this matrix, i.e.,
by A−1(t), for every value of t.
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Figure 2: The sweep of a set S according to a rigid body motion consisting of a translation along trajectory T and rotation by π/2.

generate points of the space that fall into each category
defined by the PMC test with any desired level of accuracy
up to machine precision. Consequently, this PMC test can
be used not only to perform sweep boundary evaluation,
but also compute the fold and fold-boundary points that
are critical in many applications such as contact analysis
[7]. It is important to note that the PMC test outlined
in equation (1) provides the ability to not only identify
the envelope points, but also the boundary points of the
moving solid that generate each individual fold region [40].

The computational cost of the PMC-based sweep bound-
ary evaluation depends strongly on the cost of (1) sampling
a sufficiently dense set of points in the space; and (2) inter-
secting the corresponding inverted trajectory curves with
the solid generator in its original configuration. A num-
ber of available techniques can be used to sample points
of the space to any desired accuracy up to machine preci-
sion, such as a variety of cellular decompositions, as well
as brute force and Monte Carlo methods, or combinations
of these as discussed below.

The first step of most sampling algorithms is to com-
pute a tight yet geometrically simple bounding volume for
the generator. The smaller this sampling subset is, the
fewer intersection tests will be required for the same sam-
pling resolution. Note that the choice of a bounding vol-
ume must satisfy two possibly competing constraints: (1)
the volume must fit around the object as tightly as possi-
ble, and (2) the computational cost of sampling for each
sampled point to be as low as possible.

There are several types of volumes bounding a given
set of points, which include bounding spheres, axis aligned
bounding boxes (AABBs), oriented bounding boxes (OBBs),
discretely oriented polytopes (k-DOPs), and convex hulls.
The bounding spheres are simple, efficient, and rotation-
ally invariant; AABBs are simple to compute, but the
OBBs tend to provide a tighter fit around the generator,
particularly when the generator is “thin” (e.g., has one di-
mension much smaller than the other two). A k-DOP is a
convex polytope containing the object, and is constructed

by taking a number of planes at infinity having predefined
normals and translating them until they come in contact
with the object. In general the convex hulls provide a
tighter fit than the k-DOPs because they are not restricted
by a preset number of planes and directions. Recent de-
velopments in fast computations of bounding volumes can
be found in [41, 42, 43, 44], but note that we require a
bounding volume of a set (sweep) that is not known a

priori. In this paper we compute a tight bounding box
of the sweep by: (1) computing the forward trajectory of
the centroid of the generator; (2) computing the smallest
bounding box of this forward trajectory, and (3) increasing
the size of this bounding box by the radius of the smallest
sphere enclosing the generator and centered at the centroid
of the generator. This process is illustrated in Figure 3.

The envelopes generated by the moving generator may
bound “thin” non-necessarily connected subsets as illus-
trated in section 4. One strategy to improve the sampling
density near the envelopes is to exploit the information ob-
tained from the inverted trajectory intersections to detect
proximity of the envelope set relative to a point x that is
being tested, as illustrated in Figure 4. Such a test can
use the fact that, if a point is on a boundary or internal
envelope, the inverted trajectory of that point will neces-
sarily be tangent to the boundary of the generator, which
follows from the definition of the envelopes [4]. For exam-
ple, in the case of the 2D elliptical solid shown in Figure
4, point x is near the boundary envelope and therefore
the intersection points are “close” to each other as mea-
sured along the inverted trajectory curve. Note that such
intersection points that are close to each other is a neces-
sary, but not sufficient condition to imply proximity of the
sampled point to the envelope. However, developing such
a metric is outside the scope of this paper.

3.1. Octree Decomposition

The first sampling strategy implemented in this work
uses octrees, which are well-known hierarchical data struc-
tures [45, 46] that can be used to approximate a 3D set
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Figure 3: The tight bounding box is obtained by enlarging the smallest enclosing box of the trajectory of the centroid of the moving object
(here a cube) by the radius of the smallest sphere enclosing the moving object.

Figure 4: A 2D elliptical generator in planar motion. If point x is “near” an envelope, then the intersection points between T̂x and generator
are “close” to each other as measured along the inverted trajectory curve. Observe that the inverse is not always true.

of points by parallelepiped (often cubes) obtained via re-
cursive subdivision. Each parent cell is decomposed into
eight children, called octants, according to some prescribed
subdivision criteria applied to points of the cells until an
end condition is reached. The subdivision criteria usu-
ally consist of membership tests against a set of points,
but can contain other information as well, such as dif-
ferential properties of the shape being approximated. In
our case, we follow the standard classification of each oc-
tant into “full”, “empty” or “partially full” cells relative
to the sweep (or, alternatively, the fold regions) based on
the PMC test described above. The partially full octants
are subdivided until the minimum prescribed resolution
has been reached. Once all branches of the octree have
reached the end condition, the list of partially full octants
will be used to estimate a point of each octant that is con-
sidered to be a boundary point for the swept set or fold
regions.

In our implementation, we test different points of each

cell at various levels of the hierarchy in order to control the
tradeoff between accuracy and computational cost. For
example, the user can choose to test multiple points in
each face or edge of the octree cell to improve the likeli-
hood of detecting “thin” regions (see section 4 for details).
Since faces, edges and vertices are shared by multiple cells,
we perform the intersection tests for a given vertex only
once. This essentially eliminates redundant tests, and sig-
nificantly improves the overall computational cost. Each
cell is recursively subdivided as long as the tested points
of the cell are not uniformly classified and the cell has
not reached the prescribed minimum cell size. In our im-
plementation, we test the eight vertices of each cell that
reaches the minimum size, and classify the cell as full,
empty or partially full. Once all the octree branches have
reached the end condition, we report the geometric cen-
ter of each partially full octant as a point of the sweep
boundary or a point of the fold boundaries (e.g., inter-
nal envelopes). Note that one can report other points of
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the cell as an estimate for the envelope point, for example
as a weighted average of the cell corners whose weights
can depend, for example, on an estimated distance from
each corner to the sweep boundary as suggested above.
Although reporting different points of the partial octants
will influence the smoothness of the resulting boundary, it
will not change the number of partial octants that we use
to compare the accuracy of the two sampling methods.

3.2. Marching along the Envelopes

The marching cubes algorithm was first introduced in
[20] to extract triangulated surface information from 3D
field data, and uses a divide and conquer approach to esti-
mate the boundary of the field data in a cube that marches
along the boundary. Then, based on this estimation, the
algorithm recursively visits a subset of the neighboring
cubes. There are several enhancements to the basic al-
gorithm both in the original work as well as in subsequent
papers [22] that primarily address the triangulation part of
the algorithm. Thus, the marching cubes algorithm could
be used to construct a triangulated surface approximating
the envelopes. However, in order to be able to compare its
performance and accuracy against those of other sampling
methods, we only implemented here the marching step.

Marching along the boundary is straightforward once
the initial cell is identified. For generic field data, iden-
tifying an initial cell that is partially inside the set being
evaluated may be problematic, and may require user in-
tervention. However, for our case this can be done au-
tomatically since we know a priori that a subset of the
boundary of the generator will be part of the boundary
of the set swept by the generator. Therefore, once the
size of the marching cells is prescribed, one can initialize
the algorithm by determining a partial cell that contains
such a subset. A simple way to locate such a cell is to
compute the inverted trajectory of an interior point of the
generator, intersect this curve with the boundary of the
generator, and center the initial cell at one of the inter-
section points. However, since the purpose of this paper
is to compare different sampling strategies, we chose an
initial marching cell that aligns with a cell of the brute
force decomposition in order to maintain consistency with
the other sampling approaches and therefore minimize the
extraneous sources of variation.

We choose a marching cell whose size equals the mini-
mum cell size in the octree decomposition. The eight ver-
tices of every marching cell are classified with the PMC
test, and the results are then used to decide which neigh-
boring cells will be visited, as illustrated in Figure 5. The
simplest implementation results by recursively visiting all
neighbors of the marching cell that have not been already
visited – i.e., 3 in 2D and 5 in 3D, but this also results in
the least efficient implementation. In most cases the over-
all number of traversed cells can be reduced substantially
by exploiting spatial and temporal coherence information.
Note that in our implementation, we only visit one neigh-

bor of the marching cell for all 2D planar cases6, that is,
one third (33.(3)%) of all neighbors that have not been
already visited as illustrated in Figure 5(a). For 3D mo-
tions, the number of visited neighbors of the marching cell
is 3, 4, or 5 (Figure 5(b)), that is, over 60% of all neigh-
bors, which is required because we only test eight vertices
of the marching cell. In turn, this implies that our spe-
cific marching cubes implementation is more efficient in
2D than in 3D. One can further improve the efficiency of
the 3D marching cube traversal by testing more points of
each marching cell, which would allow one to visit fewer
neighbors than currently possible. However, this will also
require additional curve-surface intersections between in-
verted trajectories, and the boundary of the generator for
each visited cell.

3.3. Surface Reconstruction

Once the points on the boundary of sweep are com-
puted, the last step is to reconstruct the surfaces of the
envelope set. As already mentioned, developing new sur-
face reconstruction algorithms is outside the scope of this
paper. In this work we used 3DReshaper [47] to construct
triangulated surfaces from the point clouds output by our
sampling approaches, but there are many other potential
avenues for surface reconstruction resulting in either tes-
selated or piecewise polynomial surfaces as discussed in
section 1.1.

4. Implementation and Results

We implemented the generic sweep PMC test in Visual
Studio and Parasolid geometric kernel. All curve-surface
intersections have been performed within Parasolid. The
boundary reconstruction employed 3DReshaper [47] sim-
ply as a means to visualize the computed point clouds.

4.1. Comparison of Performance and Accuracy of Octrees

and Marching Cubes Space Sampling

As mentioned above, closed form solutions for sweep
boundary evaluation exist today only for trivial objects
and motions. Therefore, we believe that the most mean-
ingful comparison between the two sampling methods dis-
cussed in section 3 is to perform the comparison relative to
a regular grid traversed by a brute force algorithm, which
is the best approximation for a prescribed minimum cell
size (i.e., resolution). Therefore, we consider the num-
ber of partial cells obtained by a grid decomposition as
a (reasonable) upper limit for the accuracy of both oc-
tree and marching cubes decompositions. Specifically, we
compare the octree and marching cubes decompositions
against the brute force (grid based) sampling such that
the minimum size of the octree cell equals the size of the
cube that “marches” along the envelopes, which, in turn,

6These are the cases in which the 2D solid generator moves ac-
cording to a planar motion.
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Figure 5: The results of the PMC test for a partial cell are used to march towards the cell’s neighbors. By exploiting coherence information
one can reduce the number of neighbors being visited at each step.

equals the size of the grid cell used in the brute force sam-
pling. The only difference between the two versions of the
marching cubes algorithm that we implemented is that one
exploits coherence as explained in section 3.2, while the
other visits all neighbors. The complete data set for all
the examples discussed in this section is given in appendix
A.

As already mentioned, we can choose the number of
points that can be tested for each octree cell for all the
intermediate levels of the octrees. Once an octree cell
reaches the minimum prescribed size, we only test its cor-
ners according to our PMC. Our marching cubes imple-
mentation tests only the corners of the marching cell as
well in order to maintain consistency with the octree im-
plementation. We performed multiple tests in 2D and 3D
to evaluate the CPU time of four sampling approaches:
reference brute force (grid based) sampling (BF); octree
decomposition (O); marching cubes that visits all neigh-
bors (MC), and marching cubes that exploits coherence
(MCwc). The collected data is given in appendix A.

The main observation is that the performance (in terms
of CPU time) of the marching cubes algorithm that ex-
ploits coherence was consistently better than that of all the
other implemented algorithms, while the accuracy (num-
ber of partial cells detected) was essentially the same as
that of the brute force sampling. Both versions of the
marching cubes algorithms detected the same number of
partial cells as the brute force decomposition. The oc-
tree sampling approached this number as the number of
points/cell increased (as shown in appendix B).

Another important observation is that testing only the
corners of the cells in an octree decomposition leads al-
most always to a number of partial cells (and therefore
accuracy) significantly below that obtained by the brute
force or marching sampling techniques. The difference is
clearly seen in Figure 13 shown in appendix B. One can
improve the level of accuracy of the octree-based sampling
by testing additional points of the octree cells, but this
increases the computational cost exponentially with the

depth of the octree7, and this cost is already larger than
that of the marching cubes algorithm.

In the first example in Figure 6(a), a planar non-convex
shape is moving according to a planar rigid body motion
that includes translation along a prescribed planar trajec-
tory coupled with a uniform rotation around the centroid
of the shape by π/2. Figure 6(b) shows the corresponding
CPU time for the four sampling approaches implemented.
The CPU times corresponding to the brute force sampling
for the last two resolution levels are significantly higher
than all the other CPU times (namely 81.7 sec. for reso-
lution r4 and 324.6 sec. for r5 – see appendix A) and are
not shown in this figure. For the highest resolution exam-
ined here (r5 in Figure 6(b) corresponding to over 410k
cells in the bounding volume), the sampling based on the
marching cubes with coherence is as accurate as the brute
force sampling (that is, same number of partial cells), and
more than twice as fast as the octree based sampling.

The second example shown in 6(c) illustrates a pla-
nar non-convex shape moving according to a planar affine
motion that contains a uniform deformation. The data
collected in this example has the same trend as the data
from the first example. Specifically, the number of par-
tial cells detected by the sampling based on the marching
cubes with coherence is the same as that of the brute force
sampling, while the CPU time is less than half of that of
the octree based sampling for the highest resolution that
was evaluated.

We have also collected data for three 3D examples that
are shown in Figure 7. Again, the performance of the
marching cubes algorithm is consistently better than that
of the octree-based sampling, while the accuracy is as good
as that of the brute force sampling. Note that for all the
3D examples the marching cubes sampling has the same
accuracy as that of the brute force, while the octrees have a

7Each additional point that we test in a given octree cell implies
8 more points tested for the children of the cell, which increases the
complexity by O(8d), where d is the depth of the octree.
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Figure 6: CPU time for a rigid (a) or deformable (c) planar non-convex shape, bounded by piecewise rational curves moving according to
planar affine motions. The CPU time was recorded in (b) and (d) for the four implemented sampling approaches based on brute force (BF),
octrees (O), marching cubes (MC) and marching cubes with coherence (MCwc).

slightly lower accuracy (of about 1% – see appendix A.2).
However, the difference between the corresponding CPU
times has decreased compared to the 2D case. This de-
crease is primarily due to a larger percentage of neighbors
visited in 3D than in 2D (see also ection 3.2).

4.2. Examples with Reconstructed Boundary

The swept sets of several 3D shapes undergoing general
affine motions with and without deformations have been
computed based on our sampling-based sweep boundary
evaluation approach. Note that these examples are be-
yond the capabilities of all current commercial geometric
modeling systems. While we use these examples to illus-
trate some of the features and limitations of the octree
and marching cubes sampling investigated in this paper,
our approach can be applied to the class of problems of
arbitrarily complex 3D solids undergoing affine motion.
This is so because the only assumption that we made in
our PMC test was that the initial and final configuration
of the moving solid generator should not overlap (see [4]
for details).

In all examples shown in this section we used both the
octree and the marching cubes decompositions to gener-
ate the point clouds corresponding to the sweep and fold
boundary points. These point clouds are then used to
reconstruct a piecewise linear approximation of the cor-
responding boundary surfaces. As mentioned above, the
boundary reconstruction was performed with a commercial
code [47], but reconstructing piecewise polynomial surfaces
is also possible [17, 31].

The first example illustrated in Figure 8 shows a sphere
moving according to an affine motion. The center of the
sphere moves along a prescribed trajectory, while under-
going a uniform scaling transformation. The two point
clouds shown in Figure 8(a) contain all points that have
been classified either as a sweep boundary point or as a
fold boundary point. Figure 8(b) shows the result of our
sweep boundary evaluation based on a marching cubes
sampling, while the boundary of the fold regions A and
B have been computed with an octree (Figures 8(c) and
(e)) or a marching cubes sampling (Figures 8(d) and (f)).
It can be observed that the marching cubes detect signif-
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Figure 7: Performance metrics for 3-dimensional solid shapes.

icantly better the sharp/thin edges of the boundaries of
these fold regions and the corresponding approximations
of the fold regions are therefore more accurate than the
results obtained from an octree based sampling. This be-
havior of the octree decomposition near the sharp features
is due to (1) the hierarchical nature of the octrees, which
suggests that octree cells at the coarser level could con-
tain sharp features of the boundary yet result in identical
classifications of the tested points; and (2) our subdivision
criterion that considers only the inverted trajectory of a
given point.

In the second example shown in Figure 9, we have an x-
shaped solid object moving in 3D space: translating along
a prescribed trajectory, and rotating by 5π/6 around y
axis (not shown). Figure 9(a) illustrates this motion by
displaying five configurations of the object along the mo-
tion. The two point clouds containing the sweep boundary
points and the fold boundary points are displayed in Figure

9(b), and the computed sweep surface based on a march-
ing cubes sampling is shown in Figure 9(c). Once again,
the marching cubes sampling (with or without coherence)
generated exactly the same number of partial cells as the
brute force sampling.

The third example shows a tubular non-convex shape
homeomorphic to a torus (Figure 10), which translates in
the x direction along a linear trajectory, while rotating
around the x axis by π/2 and undergoing a uniform scaling.
Several intermediate configurations of the object are shown
in Figure 10(a), while the computed sweep boundary based
on a marching cubes sampling is displayed in Figure 10(b).

A stepped cutter is shown in Figure 11 as it moves dur-
ing a 5-axis NC machining simulation. The cutting tool
is modeled as a piecewise polynomial surface of revolution
because the cutter rotates around its axis much faster than
it travels along the 5-axis motion. Note that this is a stan-
dard assumption in any NC machining simulation, but it

10



Figure 8: Sweep and fold boundary computation for a deformable sphere. During the prescribed motion, the sphere generates both local and
global self intersections that form two connected subsets of fold points. Figure (b) shows the reconstructed sweep boundary from the point
cloud illustrated in (a) generated by a marching cube sampling. Figures (c) and (e) show the reconstructed boundary of the two connected
components of the fold region with the octree sampling, while Figures (d) and (f) show the boundary evaluation of these fold regions based
on the marching cubes with coherence.

is not required by our approach. The tip of the cutter
moves along a prescribed cutter location (CL) trajectory
seen in Figure 11(b), while rotating around the y and x
axes by π/3 and 5π/12 respectively. Figures 11(a) and (b)
illustrate this motion by displaying several configurations
of the cutter along the motion. The computed triangular
approximation of the boundary of the set swept by the cut-
ter based on an octree space sampling is shown in Figure
11(c).

Finally, a suspension arm (Figure 12(a)) bounded by
NURBS surfaces undergoes a spatial rigid body motion.
The marching cubes sampling described in section 3.2 out-
puts the point cloud shown in Figure 12(b), which contains
the center of the cells that were classified as partially full.
The triangulated boundary shown in Figure 12(c) repre-
sents the result of the sweep boundary evaluation. Many
of the sharp edges that can be seen in the point cloud are
not reflected in the reconstructed surface due to the spe-
cific triangulation algorithm used. This example clearly
illustrates the need for surface reconstruction algorithms

that can detect sharp features in the point cloud such as
those presented in [48, 49].

5. Conclusions

The set swept by a moving object in space has found
many applications not only as an effective design tool for
creating highly complex three-dimensional shapes, but also
in computer aided manufacturing, as well as in robotics
and computer graphics. The high level of complexity of
performing boundary evaluation for three dimensional sweep-
ing is well-documented. The typical two-step approach to
perform such a boundary evaluation generates candidate
faces that can potentially belong to the sweep boundary
followed by an elimination of those faces that are not actu-
ally part of the boundary. The latter step has traditionally
relied on heuristics for eliminating the candidate faces that
are not part of the sweep boundary.

In this paper we are using the first known Point Mem-
bership Classification test for general solid sweeping that
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Figure 9: Sweep boundary evaluation for an x-shaped non-convex free-form object with a marching cubes sampling.

Figure 10: Sweep boundary evaluation for a non-convex deformable free-form object using a marching cubes space sampling.
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Figure 11: A milling cutter moving through space. The sweep boundary evaluation used an octree decomposition to sample points.

Figure 12: A suspension arm [50], whose boundary representation contains 90 parametric faces, sweeps a subset of the space.
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we introduced in [4] to compute points on the boundary
of the set swept by a solid object moving according to
an affine motion. Our PMC test provides the ability to
compute not only points that are on the boundary of the
sweep, but also envelope points that are in the interior of
the set swept by the moving object. Our formulation re-
lies on two assumptions: the initial and final configuration
of the moving solid generator should not overlap – as dis-
cussed in [4], and the curve-surface intersection function is
robust and available.

Our results show that a space sampling based on a fast
marching cubes algorithm has substantially better per-
formance characteristics compared to those of the octree-
based sampling for the same accuracy of the sweep bound-
ary approximation. Specifically, the CPU time for march-
ing cubes with coherence is, on average, 47.8% in 2D and
73% in 3D of the CPU time of the octree-based sam-
pling (based on the data shown in appendix A). More-
over, the octree decomposition with uniform subdivision
performs poorly in detecting thin features of the sweep
or fold boundary, as can be see in Figure 8(e). Note
that the fold regions generated by the local or global self-
intersections of the envelopes are usually smaller, and have
more sharp/thin features than the sweep itself. One possi-
ble approach to overcome this limitation is to use adaptive
subdivision criteria for the octrees, but this will require
even more points to be classified against the sweep. On
the other hand, the marching cubes algorithm that ex-
ploits coherence exhibits the same accuracy as the brute
force (grid based) sampling in terms of the number of par-
tial cells detected, but at a fraction of the computational
cost of the octree-based sampling.

The computational efficiency of our marching cubes im-
plementation could be further increased in several different
ways. First, a better understanding of how the number of
points that need to be tested for each cell influence the
number of neighbors that have to be traversed would lead
to a more efficient exploitation of the coherence informa-
tion, and hence to a more efficient algorithm. Further-
more, the inverted trajectories could, in principle, be con-
structed directly from the motion representation, which
would eliminate the need to interpolate the points gener-
ated along each inverted trajectory. However, the most
significant improvement in the computational efficiency
would probably come from an optimized curve-surface in-
tersection algorithm that could take advantage of a variety
of techniques for speeding up the computations, including
some of the fast hierarchical bounding volumes discussed
above.

Importantly, a sampling-based boundary evaluation for
general solid sweeps is not only generic, i.e., is applicable to
arbitrarily complex geometries and affine motions, but can
generate an approximation of the envelope surfaces to any
desired level of detail up to machine precision. Moreover,
the proposed approach can be implemented in any geo-
metric representation that supports curve-solid or curve-
surface intersections, and is suitable to hardware acceler-

ated computations as well as to parallelization. Our ap-
proach remains valid for arbitrarily complex moving solid
objects and complex motions as long as the intersection
between the initial and final configurations of the solid
generator remains empty.
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Appendix A:

All CPU times have been recorded on a PC Workstation with a 2.66GHz QuadCore processor with 8GB of RAM.

A.1. Collected 2D test data

2D Example - Figure 6 (a) Resolution (%) r1 r2 r3 r4 r5
Brute force # of tested points 1681 6561 25921 103041 410881

# of partial cells 216 436 872 1744 3492
time[sec] 1.352 5.134 20.328 81.664 324.598

Octrees # of tested points 976 2032 4141 8476 16997
# of partial cells 216 436 872 1740 3449

time[sec] 0.882 1.913 4.114 8.856 18.009
Marching Cubes(MC) # of tested points 737 1487 2985 5978 11973

# of partial cells 216 436 872 1744 3492
time[sec] 0.693 1.475 3.126 6.5 13.172

MC with coherence # of tested points 430 870 1743 3485 6983
# of partial cells 216 436 872 1744 3492

time[sec] 0.441 0.937 1.899 3.903 7.942

2D Example - Figure 6 (c) Resolution (%) r1 r2 r3 r4 r5
Brute force # of tested points 1625 6321 24929 99009 394625

# of partial cells 156 312 624 1256 2506
time[sec] 0.933 3.724 14.729 58.769 236.813

Octrees # of tested points 660 1437 2955 6092 12239
# of partial cells 156 312 624 1250 2483

time[sec] 0.453 1.174 2.582 5.743 11.852
Marching Cubes(MC) # of tested points 545 1100 2202 4420 8828

# of partial cells 156 312 624 1256 2506
time[sec] 0.403 0.95 2.081 4.381 8.956

MC with coherence # of tested points 310 624 1248 2512 5012
# of partial cells 156 312 624 1256 2506

time[sec] 0.259 0.598 1.235 2.572 5.222
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A.2. Collected 3D test data

3D Example - Figure 7 (a) Resolution (%) r1 r2 r3 r4 r5
Brute force # of tested points 8400 52059 372040 2772077 20654797

# of partial cells 1432 5844 23584 94530 378806
time[sec] 1.956 12.362 89.349 665.708 4960

Octrees # of tested points 5022 20716 84808 343319 1379831
# of partial cells 1416 5808 23490 94053 377356

time[sec] 1.452 6.145 25.865 105.569 427.854
Marching Cubes(MC) # of tested points 4520 18539 75122 301693 1209686

# of partial cells 1432 5844 23584 94530 378806
time[sec] 1.143 4.831 20.161 80.974 327.599

MC with coherence # of tested points 3591 14798 59935 240514 963793
# of partial cells 1432 5844 23584 94530 378806

time[sec] 0.937 3.939 16.379 65.413 266.742

3D Example - Figure 7 (c) Resolution (%) r1 r2 r3 r4 r5
Brute force # of tested points 2200 13608 94792 705672 5441800

# of partial cells 352 1533 6297 25275 101400
time[sec] 0.765 5.181 39.198 296.79 2332.49

Octrees # of tested points 1698 5221 21539 88479 363512
# of partial cells 329 1514 6229 24951 100387

time[sec] 0.69 3.462 19.547 94.815 428.459
Marching Cubes(MC) # of tested points 1081 4314 19302 78599 315926

# of partial cells 352 1533 6297 25275 101400
time[sec] 0.548 3.133 18.3 85.961 374.281

MC with coherence # of tested points 713 3362 14831 60599 244102
# of partial cells 352 1533 6297 25275 101400

time[sec] 0.443 2.782 15.157 68.633 297.096

3D Example - Figure 7 (e) Resolution (%) r1 r2 r3 r4 r5
Brute force # of tested points 1575 8019 49419 343035 2421185

# of partial cells 174 792 3324 13497 54182
time[sec] 0.534 3.237 22.776 174.17 1298.7

Octrees # of tested points 788 2679 13598 48953 189869
# of partial cells 160 765 3276 13279 53114

time[sec] 0.384 2.145 14.072 73.058 337.483
Marching Cubes(MC) # of tested points 636 2344 10103 42570 171988

# of partial cells 174 792 3324 13497 54182
time[sec] 0.334 1.98 13.03 68.902 303.987

MC with coherence # of tested points 396 1790 8089 33839 136755
# of partial cells 174 792 3324 13497 54182

time[sec] 0.277 1.839 11.478 56.499 247.93
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Appendix B:

The accuracy of the octree-based sampling as a function of the number of tested points in each octree cell.

Figure 13: Octree/quadtree performance as a function of the number of tested points in each cell. Figure (b) shows how the number of tested
points per cell influences the accuracy for the shape and motion illustrated in Figure (a). Figures (c-f) show the corresponding effect on the
boundary points.
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